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5. The µTC programming language

Microthreaded C (µTC) captures the microthreaded programming model and is intended
to be a compiler target language for user languages such as C, C++, etc.

It captures the ISA extensions of the microthreaded microprocessor.

thread, family, place (processor sets) are captured as new types.

index captures the index of a thread automatically.

Variables can be designated shared between threads.

1. Motivation and goals

Silicon system trends - continuing increase in device density but locality, power
dissipation and reliability will become the major limitations.

Chips will becoming asynchronous, distributed and multi-core!

Goals - the goals are exactly the same as those in the parallel and distributed computing
but they need to be approached from the microprocessor architecture upwards.

Scalable and distributed architecture.
Variables can be designated shared between threads.

Program multi-cores from sequential code.

Binary code compatibility across arbitrary number of cores.

Support concurrency and resource management dynamically.

Solution - scale-invariant programming model implemented in the level of the ISA.

2. Programming model

DRISC ISA - implements blocking-threads based on parameterised families, which
capture loops of all kinds and asynchronous task creation - just add these instructions: Relation between C and µTC

float a[100], b[100], sum = 0;

...

for(int i = 0; i < 100; i++) {

sum += a[i]*a[i] + b[i]*b[i];

}

/* Here sum is the sum of squares */

float a[100], b[100], sum = 0;

...

family fid; 

place pid;

create(fid; pid; 0; 99) {  

index i;

shared float s = sum;

s = s + a[i]*a[i] + b[i]*b[i];

}

sync(fid);

/* Here sum is the sum of squares */

capture loops of all kinds and asynchronous task creation - just add these instructions:

create and corresponding barrier sync on named families.

break to terminate an infinite family.

kill and squeeze (concurrent pre-emption) on named families.

Synchronised communication - synchronised scalar variables support dependencies
between threads within a single family - implemented in distributed-shared registers.

6. The Microthread Tool Chain

Relation between C and µTC

• Concurrent composition - build programs concurrently
– nodes represent threads - leaf nodes do 
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We are developing a set of tools based on
simulators, compilers and translators that
will allow the investigation of targeting
and evaluating a multi-core architecture
programmed from both sequential, data-
parallel and streaming languages.

1. Core compiler: µTC to DRISC binary – nodes represent threads - leaf nodes do 
computation

– branching at a node represent the creation of 
concurrent subordinate threads

• Threads at different levels run concurrently

• The events are:

– A creates Bi for all i in some set

May have dependencies but only 
between nodes at one level
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1. Core compiler: µTC to DRISC binary 
using gcc.

2. Parallelising C compiler using CoSy
framework with ACE & University of 
Ioannina.

3. Data-parallel compiler using the SAC 
compiler with University of 
Hertfordshire.

4. Coordination language compiler: Snet
compiler with University of 

3. Microthreaded or DRISC microprocessor

Tools being developed within the project

7. Simulation results

– A creates Bi for all i in some set

– dependencies defined between  threads

– A continues until a barrier sync

Dependency
chain

barrier sync

4. When data is written, suspended threads
are rescheduled to re-execute the blocked
instruction

instructions

data

with 
Hertfordshire.
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The Synchronising memory is a large register file that controls instruction execution.

Processor tolerates large latencies using parallel slackness (threads in active queue).

2. Instructions issued
from the head of the
active queue read
synchronizing memory

3. If data is available it is sent
for processing, otherwise the
thread suspends on the empty
register

Thread 
Instruction

Buffer

Queue
of

active

threads

Synchronising
memory

(register file)

Fixed delay
operations

Variable delay
operations (e.g. loads)

1. Threads are created
dynamically with a context
in synchronizing memory

Execution of a hand-compiled double-precision complex FFT on our simulator shows
that:

• Even for large number of cores, near-theoretical-maximum performance is achieved.
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Processor tolerates large latencies using parallel slackness (threads in active queue).

The processor can be powered down when it has no active threads saving power.
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A SEP allocates configured rings of processors to
threads which delegate work (sub trees):

• dependency rings are circuit switched

• delegation grid is packet switched

• Even for large number of cores, near-theoretical-maximum performance is achieved.

• Randomized address-to-bank mapping alleviates bank conflicts.

• Speedup is near-linear and largely independent of D-Cache size.
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A create instruction distributes a family of
threads to a ring of processors, where the number
of processors is set dynamically.

The on-chip COMA cache organisation provides
flexibly in partitioning the on-chip memory.


